NlepeBbA peLueHUMN: CJI0XKHOCTb, BAaXKHOCTb MPU3HAKOB U
3KCNEepUMEeHTbI

ITMO - MawmHHOe oOyyeHue - MpakTuka + 90 MUHYT

Ha peanbHbIX N3MepeHnAaxX KNeToYHbIX S4ep NOCTPOUM KnacCcMpurKaTop ABYX KJ1acCOB, MOCMOTPUM Ha €ro npasuia 1 npoBepuMm, novyemy
Xopolluee KayecTBO Ha 0by4YeHnn eLlé He rapaHTMpyeT XOopoLlee Ka4yeCcTBO Ha HOBbIX 0ObeKTax.

[Mocne 3aHATNA Bbl CMOXKETe BblOpaTh CIOXXHOCTL Aepesa no validation, 06bacHUTL pasHuyy mexxay MDI, permutation importance n SHAP n
BOCMPOU3BECTUN 3aNyCK NO KOHUry.

Bbnok MuHyTbI
HaHHble, pa3bueHne n 4TeHne gepesa 15
paHuubl peweHuin, rnybuHa n nepeobyyeHune 20
Mpun3Hakn, MDI n permutation importance 20
[lBa paBHbIX AepeBa 1 pa3Hble BaXKHOCTU 10
ELI5 n nokanbHoe o6bacHeHne SHAP 12
KoHuru, MLflow n puHanbHasa npoBepka 13

MNepen 3anyckoM rpadrka cHavyasna OTBETbTE Ha BOMPOC HafZ A4ENKON. B 3afaHNAX MeHSNTE yKa3aHHble NapaMeTpbl U 3anucbiBanTe
BbIBOAbl; FOTOBble (DYHKLUW OJ151 PUCOBAHUS N COXPAHEHUS 3aryCKOB MOXXHO UCMOJIb30BaTb 6e3 nepenuncbiBaHus.

MoarortoBkKa

HoyTbyk oTkpbiBaeTcs B Jupyter nnm Colab. B apxuBe eCTb AaHHblIe U KOH(UTU. ECNM OTKPLIT TOMBKO 3TOT .ipynb, AaHHbIE 3arpy3aTCcs U3
BCTpoeHHOro Habopa scikit-learn.

[lo 3aHATNA YCTAaHOBUTE 3aBUCMMOCTU. Ha nepBoM 3anycke npu HeobXoanuMOCTN PaCKOMMEHTUPYITE C/eayoLLyo CTPOKY 1 nepe3anyctuTe
AP0 Nocsie YCTaHOBKMU.
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Kono 1

# %pip install "numpy>=1.26,<3" "pandas>=2.2,<3" "matplotlib>=3.8,<4" "scikit-learn>=1.6,<1.10" "shap>=0.48,<0.51" "eli5==0.16.0"
"mlflow>=3.0,<4"

Kopg 2

from pathlib import Path
import hashlib

import json

import os

import platform

import importlib.metadata

os.environ["MLFLOW DISABLE AGENT HINT"] = "1"

import numpy as np

import pandas as pd

import matplotlib.pyplot as plt

from IPython.display import display

from sklearn.datasets import load breast cancer

from sklearn.dummy import DummyClassifier

from sklearn.model selection import train_ test split

from sklearn.tree import DecisionTreeClassifier, plot tree

from sklearn.inspection import permutation_importance

from sklearn.metrics import (balanced accuracy score, accuracy_score,
recall score, ConfusionMatrixDisplay)

plt.rcParams.update({"figure.dpi": 115, "font.size": 11, "axes.spines.top": False,
"axes.spines.right": False})

ROOT = next((p for p in [Path.cwd(), Path.cwd().parent, Path.cwd()/"tree practice"]
if (p/"data"/"wdbc.csv").exists()), Path.cwd())

OUT = ROOT / "runs"

FIGURES = ROOT / "figures"

OUT.mkdir(exist ok=True)

FIGURES.mkdir (exist ok=True)

SEED = 42

CLASS NAMES = ["[obpoka4yecTBeHHbI", "3noKayecTBeHHbIN"]

def save plot(name):

plt.gcf().savefig(FIGURES / f"{name}.png", dpi=150, bbox inches="tight")
plt.show()
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1. PeanbHble pgaHHble U pa3bueHue

Wisconsin Diagnostic Breast Cancer (WDBC): 569 o6pa3uoB, 30 4ncnoBbIX NpU3HaKoB. N300pa)keHns nosy4eHbl NPy TOHKOUT0JIbHOW
acnupaummn; NpUsHaKM ONMUCbIBalOT KAETOoYHble aapa. Ons AeCATU XapaKTepUCTUK 3anmncaHbl cpegHee (mean), CTaHgapTHasa owmnbka (error)
N cpefHee TPEX KpynHenwmx 3Hav4eHnn (worst).

HasBaHue CMbICh

radius CpefnHee pacCTosiHMe OT LeHTpa 40 rpaHuubl agpa
texture CTaHOapTHOE OTKJIOHEHME SAPKOCTN

perimeter / area MepumeTp / nnowanb

smoothness JlokanbHble U3MeHeHNsA padunyca

compactness MepumeTp? / nnowanb — 1

concavity / concave points Bblpa>XeHHOCTb / YNC10 BOTHYThIX Y4aCTKOB
symmetry / fractal dimension CMMeTpUSA / CJIOXKHOCTb FpaHuLb

Llenb: target = 1 — 3/10KQYeCTBEHHbIN KNacc, target = 0 — nobpokayvyecTBeHHbIN. B scikit-learn ucxopHaa KogupoBKa obpaTHas; HUXKe
Mbl SIBHO €& MeHsieM. BepoaTHOCTM OepeBa ONMUCbIBAOT Mo4eNb Ha 3TOM Habope, a He KIMHUYECKUA PUCK.

NcTo4Humk: UCI, DOI 10.24432/C5DW2B. AsTopbl: Wolberg, Mangasarian, Street & Street (1993). Jinuensna CC BY 4.0.

Kog 3

data_path = ROOT / "data" / "wdbc.csv"
if data path.exists():
data = pd.read csv(data path)
else:
original = load breast cancer(as_ frame=True)
data = original.data.copy()
data["target"] = (original.target == 0).astype(int)

X = data.drop(columns="target")

y = data["target"].astype(int)

display(data.head(3))

print(f"06bekTbl: {len(X)}; npusnaku: {X.shape[l]}; nponycku: {X.isna().sum().sum()3}")

display(y.value counts().sort_index().rename(index=dict(enumerate(CLASS NAMES))).to frame("Konuuyectso"))

train_idx, test idx = train_ test split(X.index, test size=0.20, stratify=y, random state=SEED)
train idx, val idx = train test split(train idx, test size=0.25,
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https://doi.org/10.24432/C5DW2B

X _train, X val, X test
y train, y val, y test

display(pd.DataFrame({"06bekTOB":
"Nona knacca 1":

06bEeKThI:
m m
ea ea
n n
ra te
di xt
us ur
e
0 17 10
99 38
1 20 17
57 77
2 19 21
69 25
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stratify=y.loc[train_idx], random_ state=SEED)

X.loc[train_idx], X.loc[val idx], X.loc[test idx]
y.loc[train_idx], y.loc[val idx], y.loc[test idx]

[len(train_idx), len(val idx), len(test idx)],
[y train.mean(), y val.mean(), y test.mean()1},
"test"]).round(3))

index=["train",
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KonuuectBo

target

JoOpokKauyecTBEeHHbIH 357

3510Ka4YeCcTBEeHHbIN 212
0O6beKkTOB Donsa knacca 1

train 341 0.372

validation 114 0.377

test 114 0.368

Ha train oby4aemcs, no validation cpaBHMBaeM HAaCTPOMKN K nccnegyem moaesns. Test oTkpoeMm oauH pas, nocsie Bbibopa Mmoaenu B
KOHL,e 3aHATUA.

OcHoBHasa meTpuka — balanced accuracy: cpenHee recall oByx knaccos. 3Ha4dyeHue 0,5 coOOTBETCTBYET NOCTOAHHOMY MPOrHO3Yy OAHOI O
knacca, ecnm oba Knacca NnpucyTCTBYOT. [JONONHNTENBHO CYMTaeM accuracy u recall knacca 1. Bo BCcex cpaBHEHUAX NCNOJIb3YyeTCA O4HO U
TO »Xe pa3bueHune.

Kon 4

def metrics(model, features, target):
pred = model.predict(features)
return {"balanced accuracy": balanced accuracy score(target, pred),
"accuracy": accuracy score(target, pred),
"recall class 1": recall score(target, pred, zero division=0)}

baseline = DummyClassifier(strategy="most frequent").fit(X train, y train)
display(pd.DataFrame([metrics(baseline, X val, y val)l, index=["MocToOsHHbIA NporHo3"]).round(3))

two_features = ["mean radius", "mean texture"]

small tree = DecisionTreeClassifier(max depth=2, random state=SEED)

small tree.fit(X train[two_ features], y train)

fig, ax = plt.subplots(figsize=(13, 5))

plot tree(small tree, feature names=two features, class names=CLASS NAMES,
filled=True, rounded=True, proportion=True, precision=2, ax=ax, fontsize=10)

ax.set title("[OepeBo no OBYM Mpu3HakaM: OOUH NyTb — OQHO npasuio")

save plot ("0l tree")
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MOCTOAHHbIA NPOrHO3

3apaHue 1. Mpouutante pepeBo. BosbMmute nepsbint 06beKT validation. o BbINOSHEHNA crefyowen S4enkn Hangute ero NyTb OT
KOPHSA 00 IMCTa Ha pucyHKe. Ha3zoBuTe NporHo3 Kaacca. Bce nm 30 npu3HakoB MCNOb3yeT 3Ta MoAenb?

Kopg 5

balanced_accuracy

0.5

accuracy

0.623

[lepeBo No AByM Npu3Hakam: oAuH NyTb — OAHO NpaBuIo

mean radius <= 15.05
gini = 0.47
samples = 100.0%
value = [0.63, 0.37]

class = [lobpoka4yecTBEHHbIN

gini = 0.46
samples = 13.2%
value = [0.64, 0.36]
class = [lobpoka4ecTBEHHbIN

W

recall_class_1

sample = X val[two features].iloc[[0]]

display(sample)

ITMO - MNMpakTrka No AepeBbsAM peLueHnin

gini = 0.44
samples = 2.6%
value = [0.67, 0.33]
class = [lobpoka4yeCcTBEeHHbIN

6/26



mean radius mean texture

488 11.68 16.17

Pas3bop pnsa npenopgaBatensa: Mogesb UCNosb3yeT TONIbKO mean radius n mean texture. MNyTb onpegensieTca nocsenoBaTeibHbIMU

CpaBHeEHUAMWU C nMoporamMmn, a He 61130CThIO K LUEHTPY KJ1aCcCa. TOYHbIN NnyTb N NPOrHO3 NnpmeeneHbl B cne,uyrou_l,elh a4yenke.

Kop 6

nodes = small tree.decision path(sample).indices
path = []
for node in nodes:
feature id = small tree.tree .feature[node]
if feature id >= 0:
feature = two features[feature id]
value = float(sample.iloc[0, feature_ id])
threshold = small tree.tree .threshold[node]
path.append({"Mpu3nHak": feature, "3Hauyenue": value, "Mopor": threshold,
"BeTka": "BneBo (=)" if value <= threshold else "Bnpaso (>)"})
display(pd.DataFrame(path).round(3))
print("MNporno3:", CLASS NAMES[int(small tree.predict(sample)[0])])
print("fons knacca 1 B nucte:", round(small tree.predict proba(sample)[0, 11, 3))

MporHo3: [obpokayvyecTBEHHbIN
[ons knacca 1 B nucte: 0.063

MpusHak 3HauyeHue Mopor
0 mean radius 11.68 15.045
1 mean radius 11.68 13.795

2. F'paHuubl peweHMA U nepeodbyyeHue

BeTka
BN1EBO (=)

B/1EBO (=)

HayHéM c ABYX NMPU3HAKOB, YTOObI BUAETb FPaHULy HAMpPsMyto. DTN Mo4eNnn AeNCTBMUTENIbHO 00yYeHbl Ha ABYX KOJIOHKaX; rpaduk He

ABNAETCA ABYMepHON npoekumen mogenn ¢ 30 npmusHakamu.

Mepepn 3anycKoOM: Kakoe AepeBo AacCT CaMoe BbICOKOE KayeCTBO Ha train? byaeT nm oHO nyydwum Ha validation? Kakyto hopmy nmetot

rpaHuubI?

ITMO - MNpakTuka No fepeBbAM peLleHun
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Ko

mean texture

n7

def draw_boundary(model, ax, title):
a, b = two features

fig, axes

xlim = (X train[al.min()-0.7, X train[a].max()+0.7)
ylim = (X train[b].min()-0.7, X train[b].max()+0.7)
XX, yy = np.meshgrid(np.linspace(*xlim, 240), np.linspace(*ylim, 240))

grid = pd.DataFrame({a: xx.ravel(), b: yy.ravel()})

zZZ

ax.contourf(xx, yy, zz, levels=[-0.5, 0.5, 1.5], colors=["#cae7ee",
for cls, color in [(0O,
tr,
ax.scatter(X train.loc[tr, a], X train.loc[tr,
ax.scatter(X val.loc[va, a], X val.loc[va, b],

model.predict(grid).reshape(xx.shape)

"#147d92"), (1, "#b94639")]:
cls, y val == cls

va = y train

edgecolors="black", linewidths=.45,

ax.set(xlabel=a, ylabel=b, title=title, xlim=xlim,

plt.subplots(l, 3, figsize=(16, 4.4))

for depth, ax in zip([1, 3, None], axes):
m = DecisionTreeClassifier(max_depth=depth, random state=SEED).fit(X train[two features], y train)
metrics(m, X train[two features], y train)["balanced accuracy"]

metrics(m, X val[two features], y val)["balanced accuracy"]

draw_boundary(m, ax, f"max depth={depth}\ntrain={tr:.3f}; val={va:.3f}")
axes[-1].legend(fontsize=8, loc="upper left")
plt.tight layout()

save plot("02 boundaries")
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Danbwe nepebupaem rnybuHbl, He MeHAS gaHHble. Ha Ka)kaoM 3anycke 3anuceiBaeM train/validation balanced accuracy, akTmnyeckyto
rnybuHy 1 YNCO NINCTLEB.

Kopg 8

depth _rows = []
for depth in range(1l, 13):
m = DecisionTreeClassifier(max_depth=depth, random state=SEED).fit(X train[two features], y train)
depth rows.append({"max _depth": depth, "train": metrics(m, X train[two features], y train)["balanced accuracy"],
"validation": metrics(m, X val[two features], y val)["balanced accuracy"],
"leaves": m.get n leaves(), "actual depth": m.get depth()})
depth table = pd.DataFrame(depth rows)
fig, ax = plt.subplots(figsize=(8, 4))
ax.plot(depth _table.max depth, depth table.train, "o-", label="train", color="#147d92")
ax.plot(depth table.max depth, depth table.validation, "o-", label="validation", color="#b94639")
ax.set(xlabel="MakcuManbHasi rnybuHa", ylabel="Balanced accuracy", ylim=(.7, 1.03),
xticks=range(1l, 13), title="CnoxHoCTb pacTéT; Ka4yecTBO Ha HOBbLIX 0O0bekTax — He oba3aTenbHO")
ax.legend()
save plot("03 depth curve")
display(depth_table.round(3))
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CNoXXHOCTb pPacTEéT; Ka4yecTBO Ha HOBbIX obbekTax — He obsizaTenbHO

—_—— 1
1.00 - train —o
—&— validation
0.95 A
>
&)
©
5 0.90 -
3 0.
O
©
D 0.85 A
(&)
= ® ®
[(v] -
2 0.80
0.75 A
0.70 1 1 1 Ll Ll Ll 1 1
1 2 3 5 8 10 11 12
MakcumanbHasa rnybuHa
max_depth train validation leaves actual_depth
0 1 0.873 0.865 2 1
1 2 0.876 0.842 4 2
2 3 0.880 0.853 8 3
3 4 0.906 0.821 14 4
4 5 0.927 0.807 21 5
5 6 0.954 0.839 30 6
6 7 0.986 0.820 40 7
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10

11

max_depth
8

9

10

11

12

train
0.990
0.996
1.000
1.000

1.000

validation
0.820
0.832
0.820
0.820

0.820

leaves
43
47
48
48

48

actual_depth
8

9

10

10

10

3apaHue 2. OrpaHuybTe nepeobyuyeHue. MeHsANTe YOUR DEPTH 1 YOUR MIN LEAF. CpaBHUTE He MeHee TPEX HAaCTPOeK C rnybokum aepeBoM.

He meHanTe pa3bueHne. 3anmwunTe napameTpsl, train/validation quality n BbiBoA: Kakyto Mmogenb Bbl npeanoynuv 6ol 1 novyemy?

min_samples leaf 3a4aéT MUHUMaNbHOE YNC0 OOy4YaloWmMX 06 BLEKTOB B INCTE. DTO elWé oanH Crocob orpaHNYnTb CIOXKHOCTbL, MOMUMO
rnybuHsbl.

Kon 9

YOUR DEPTH = 3
YOUR MIN LEAF = 5

settings = [(None, 1), (YOUR DEPTH, YOUR MIN LEAF),

leaf rows = []
for depth, leaf in settings:

display(pd.DataFrame(leaf rows).round(3))

max_depth
None
3

None
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min_samples_leaf

1

5
10

(None, 10)]

leaves

48

16

m = DecisionTreeClassifier(max_depth=depth, min_samples leaf=leaf, random_ state=SEED)
m.fit(X train[two_ features], y train)
leaf rows.append({"max_depth": str(depth), "min_samples leaf": leaf, "leaves": m.get n leaves(),
"train": metrics(m, X train[two features], y train)["balanced accuracy"],
"validation": metrics(m, X val[two features], y val)["balanced accuracy"]})

train
1.000
0.876

0.896

validation
0.820
0.842

0.821
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Pa3bop ponsa npenopaBatensa: Ha ukcupoBaHHOM pa3bueHnn noaHoe gepeso No ABYM NMpu3HakaM 3anoMuHaeT train (balanced
accuracy 1.000), Ho validation =0.820. T'nybuHa 1 naét =0.865 Ha validation. min_samples_leaf ymeHbLlIaeT 4YMCNO NNCTLEB, HO
ynyyuieHne validation He rapaHTUPOBaHO ANS Ka)XA0W HacTponkn. Beibnpaem no validation, He no train; Ha ManeHbkon validation
HebosbLIne pa3nuyna MoryT 6biTb LUYMOM. DTO He A0Ka3aTesIbCTBO YHMBEPCAsIbHOM ONTUMasbHOCTU rnybuHbl 1.

3. MeHsseM nNpU3HaKu: aBe KOJIOHKU 1 Bce 30

CoxpaHsiem pa3breHune n ognHaKoBble HAaCTPOMKK aepeBa. [lobaBneHne NPU3HAKOB MOXKET AaTb MNOJIe3HbIA CUrHasl, HO KAa4eCcTBO HaZOo
npoBepuTb. [lepeBo He TpebyeT CcTaHAapPTM3auMN TOJIbKO U3-3@ Pa3HbIX e4UHUL, U3MEPEHNS NMPU3HAKOB.

CpaBHMM 3apaHee 3ajaHHble TP KoOHPUrypaunm no AsymMm Habopam npusHakoB. 015 nccnenoBaHnsa Ba)KHOCTU BO3bMEM all shallow:
KOMMNaKTHOEe AepeBOo Mo BCEM MpU3HaKaM, KOTOPOE UCMOJIb3yeT HECKOJIbKO KOJIOHOK. 9TO NO3BOISeT pa3obpaTb HECKOJIbKO BKJ1a40B.
NTorosyto moaenb Bbibepem no validation B KoHue 3aHATMA. 9TO HebonbLon y4ebHbIn nepebop, HE MOHbLIN NOUCK.

Kog 10

candidates = []
for group, cols in [("two", two features), ("all", list(X.columns))]:
for name, depth, leaf in [("stump", 1, 1), ("shallow", 3, 5), ("deep", None, 1)]:
m = DecisionTreeClassifier(max_depth=depth, min samples leaf=leaf, random state=SEED)
m.fit(X train[cols], y train)
config = {"run_name": f"{group} {name}", "features": group, "max depth": depth,
"min_samples leaf": leaf, "ccp alpha": 0.0, "split seed": SEED, "model seed": SEED}
candidates.append({"name": config["run_name"], "cols": cols, "model": m, "config": config,
"train": metrics(m, X train[cols], y train)["balanced accuracy"],
"validation": metrics(m, X val[cols], y val)["balanced accuracy"],
"leaves": m.get n leaves()})

comparison = pd.DataFrame([{k: c[k] for k in ["name", "train", "validation", "leaves"]} for c¢ in candidates])
display(comparison.sort values(["validation", "leaves"], ascending=[False, True]).round(3))

chosen = next(c for c in candidates if c["name"] == "all shallow")

model, columns = chosen["model"], chosen["cols"]

print("Mogenb pns uccrnepoBaHusi BaxHocTu:", chosen["name"])

Mogenb gns uccneposaHua BaxHocTu: all shallow

name train validation leaves

3 all_stump 0.918 0.916 2
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name train validation leaves

4 all_shallow 0.965 0.914 7
5 all_deep 1.000 0.904 17
0 two_stump 0.873 0.865 2
1 two_shallow 0.876 0.842 7
2 two_deep 1.000 0.820 48

MDI u permutation importance

MDI cymmupyeT B3BeLUEHHbIe YMeHbLUeHUs impurity B 06y4eHHOM OepeBe N HOPMUPYET NX CyMMY A0 1. OTo XapaKTepucTuka pasbneHunn
Ha train.

Permutation importance (Pl): pukcnpyem mogens, nepemellmBaem o4Hy KOMOHKY Ha validation n cyntaem nageHmne BbibpaHHON
MeTpukn. Mogenb He nepeobyyaem. NoBTopsem nepemewmsaHue 20 pas.

Hn MDI, H1 Pl He aBNA0TCA fOKa3aTeNIbCTBOM MPUYMHHOMO BANSHUSA NMPpU3HaKa. EAMHMLbLI OT/INYaloTCA: 408 YMEHbLUEeHUS impurity npoTus
n3MeHeHusd balanced accuracy.

Kog 11

pi = permutation_importance(model, X val[columns], y val,

scoring="balanced accuracy", n_repeats=20, random state=SEED)
importance = pd.DataFrame({"MDI": model.feature importances , "PI mean": pi.importances mean,

"PI shuffle sd": pi.importances std}, index=columns)
shown = importance[importance.MDI > 0].sort values("MDI")
fig, axes = plt.subplots(l, 2, figsize=(13, 5))
axes[0].barh(shown.index, shown.MDI, color="#147d92")
axes[0].set(xlabel="MDI (cym™Ma no BceM npu3HakaM = 1)", title="Kakue npusHakm ucnonb3oBano pepeso")
axes[1l].barh(shown.index, shown.PI mean, xerr=shown.PI shuffle sd, color="#b94639", capsize=3)
axes[1l].axvline(®, color="black", linewidth=.8)
axes[1l].set(xlabel="MNapeHne balanced accuracy", title="YTo npoucxomuT nNpu nepeMewmBaHunm Ha validation")
plt.tight layout()
save plot("04 importance")
display(importance.sort values("MDI", ascending=False).head(12).round(4))
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Kakue npusHaku ncrosib3oBaso 4epeBo YTo npoucxoanT nNpu nepemMewnsaHnum Ha validation

worst perimeter worst perimeter

worst concave points worst concave points

worst texture worst texture

mean texture mean texture

mean concave points mean concave points

area error area error

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.000 0.025 0.050 0.075 0.100 0.125 0.150 0.175
MDI (cymMa rno BceM npusHakam = 1) NapeHwne balanced accuracy
MDI Pl_mean Pl_shuffle_sd

worst perimeter 0.7949 0.1532 0.0246
worst concave points 0.0801 0.0791 0.0171
worst texture 0.0588 0.0201 0.0173
mean texture 0.0431 0.0483 0.0210
mean concave points 0.0127 0.0000 0.0000
area error 0.0103 0.0000 0.0000
mean compactness 0.0000 0.0000 0.0000
mean smoothness 0.0000 0.0000 0.0000
mean symmetry 0.0000 0.0000 0.0000
mean concavity 0.0000 0.0000 0.0000
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MDI Pl_mean Pl_shuffle_sd

mean fractal dimension 0.0000 0.0000 0.0000
mean area 0.0000 0.0000 0.0000

Ha rpadmkax nokasaHbl MPU3HaKN, NCNOJIb30BaHHble AepeBOoM; Tabnumua BKIOYaeT N HyneBble BaXXHOCTU. Ha rpaduke cnpaBa ycbl
NMoKa3blBalOT CTaHAAPTHOE OTKJIOHEHUe MO nepeMeLuMBaHUAM. ODTO He A0BEPUTESIbHbIA MHTEPBas NO HOBbIM BbIDOpPKaM 1 He oLeHKa
BCeW HeonpeaenéHHoCTN Moaenn.

3apaHue 3. MHTepnpeTupynTe BaXXHOCTb. Ha30BMTe nepBbie TPy Npu3HakKa No Kaxgomy metoay. CoBnagaeT /m Nopsagok? Yrto
0o3Ha4vaeT Pl 0K0J10 HY A NaM oTpuLaTeNbHOE 3HavYeHne? MOXKHO I yaaanTb BCe NPU3HaKM C HU3KKUM Pl 6e3 0ONONHNTENLHON NPOBEPKN?

Pa3bop ana npenopaBatens: MNopsgky MOryT pa3indyaTbCs, MOTOMY YTO METOAbl OTBEYAIOT Ha pa3Hble BOMPOCHI M UCNOJb3YIOT
pa3Hble faHHble. Pl 0KOI0 HY1s 03Ha4YaeT, YTO KOHKpeTHaa Moaesib Ha 3Ton validation n ona sTon MeTpukn Mmano TepseT npu
nepemewmnBaHun. Manoe oTpuuaTesibHoe Pl BO3MOXHO 13-3a LWYyMa, @ TakXe NoTOMY 4TO NCNOJIb30BaHMeE NpU3HaKa BpeauT 3TON
MOLENN Ha 3TON BbIBOpKE. DTO He «3alWNTHLIN 3hheKT» Npu3Haka. YaaneHne npnsHakoB TpebyeT nepeobyyeHuns n HOBOWN
KOPPEKTHOW OLEHKIN; BCE CBA3AHHbIE NMPU3HaKNW OOHOBPEMEHHO YyOasisaTh MO OL4HOMY PENTUHIY OMacHO.

CBsi3aHHbIe peaJibHble NPU3Haku

Paguyc, nepumeTp 1 NaoLlab ONnUCbiBaloT 61M3KMe CBOMCTBA 0HOro obbekTa. NMocMOTpMM UX CBA3b Ha train. Hu3kas oTaesbHas
Ba>XHOCTb MOXXET 03Ha4yaTb MaJlyto NOTPEOHOCTb MOAENN UMEHHO B 3TOW KOJIOHKE MPU Hann4mm apyrux. ToyHoe noBeneHne 3aBUCUT OT
MoLenn; nepeBo He 0653aHO AeNNTb BaXKHOCTb MOPOBHY.

Kog 12

size features = ["mean radius", "mean perimeter", "mean area", "worst radius", "worst perimeter", "worst area"]
corr = X train[size features].corr(method="spearman")
fig, ax = plt.subplots(figsize=(7.5, 6))
im = ax.imshow(corr, vmin=-1, vmax=1l, cmap="RdBu_r")
ax.set xticks(range(len(corr)), corr.columns, rotation=45, ha="right")
ax.set yticks(range(len(corr)), corr.index)
for i in range(len(corr)):

for j in range(len(corr)):

ax.text(j, i, f"{corr.iloc[i,j]:.2f}", ha="center", va="center", color="white" if abs(corr.iloc[i,j])>.65 else "black")

ax.set title("Pa3mep fpnpa uM3MepeH HECKONIbKUMU CBS3aHHbMM criocobamun™)
fig.colorbar(im, ax=ax, label="Koppensuus CnupmeHa")
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plt.tight layout()
save plot("05 correlations")
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4. OpnHaKoBble MPOrHO3bl — Pa3Hblié Ba>XHOCTH

ONs KOHTPONMPYEMOW MPOBEPKM BO3bMEM peasibHbIM mean radius U €ro TOYHYI0 Konuio. O6bEeKTbl U METKU OCTAOTCS peasibHbIMU.

MeHsieM TONIbKO NMpeacTaB/eHne O4HOro Npu3Haka. Npu ogUHaKoOBO XOPOLUUX CMJINTaxX LEPEBO MOXeET Bbl6paTb mo6yro N3 ABYX KOJIOHOK.

[0 3anycka: ec/in nepeoe OepeBo MCMNOJIb30BaJIo OPUTrMHaJ, a BTopoe — Konuto, kakmumun 6yayT MDI? Kak nosenét cebsa Pl ong
HencnoJsib3yemMomn KOJIOHKIN?

Kopg 13

X duplicate = X[["mean radius"]].copy()
X duplicate["mean radius copy"] = X duplicate["mean radius"]
duplicate models = {}
for seed in range(20):

m = DecisionTreeClassifier(max depth=1, random state=seed).fit(X duplicate.loc[train idx], y train)

root feature = int(m.tree .feature[0])

duplicate models.setdefault(root feature, (seed, m))

if len(duplicate models) == 2:

break

assert set(duplicate models) == {0, 1}, "He ypanocb nonyuuTb oba BapuaHTa cnauta"
duplicate rows = []
for feature id, (seed, m) in sorted(duplicate models.items()):

p = permutation_importance(m, X duplicate.loc[val idx], y val,

scoring="balanced accuracy", n_repeats=20, random state=SEED)
for j, col in enumerate(X duplicate.columns):
duplicate rows.append({"fOepeBo ucnonb3yet": X duplicate.columns[feature id], "Kononka": col,
"MDI": m.feature importances [j], "PI": p.importances mean[j],
"validation": metrics(m, X duplicate.loc[val idx], y val)["balanced accuracy"l})

left, right = [v[1] for , v in sorted(duplicate models.items())]
print("MporHo3bl coBnapakwT pns Bcex 569 obvekTtoB:", np.array equal(left.predict(X duplicate), right.predict(X duplicate)))
display(pd.DataFrame(duplicate rows).round(3))

MporHo3bl coBnapgawT ans Bcex 569 obvekToB: True

HepeBo ucnosibzyert KonoHka MDI Pl validation
0 mean radius mean radius 1.0 0.372 0.865
1 mean radius mean radius copy 0.0 0.000 0.865
2 mean radius copy mean radius 0.0 0.000 0.865
3 mean radius copy mean radius copy 1.0 0.372 0.865
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3apaHue 4. CoenaunTte BbIBOA,. Kak nosly4aeTcs, 4To B nepBoM gepese MDI Konuu paBeH Hy 0, @ BO BTOPOM — egnHuue? O3HavaeT u

HyneBas Pl, 4To KoNloHKa BoobLLEe He cOaep>XUT curHana?

5. ELI5 u SHAP

Pa36op ansa npenopaBaTtenn: Obe KOJIOHKN coaep>kaT OAUNH U TOT Xe curHan. MDI 3aBUCUT OT TOro, Kakyt KOJIOHKY Bblbpanu npwu
paBHbIX CNMTax; BbibpaHHas nony4vaeT 1, gpyras 0. Pl KOHKpeTHOro AepeBa TakxXKe najaeT Npu nepemMeLlBaHnN NCMoJib3yeMo
KOJIOHKWN 1 ocTaéTcs 0 aNns Hencnosblyemon. Hynesasi BaXXHOCTb A9 3TOW MOAENN HE paBHA OTCYTCTBUIO NpeacKa3aTeslbHOro
CUrHasa B OaHHbIX. Pl To)XKe He ycTpaHaeT npobsiemMy B3anMoO3aMeHsSeMbIX NPU3HAKOB aBTOMATUYECKMN.

ELI5: koMmnakTHasa Tabnuua permutation importance

ELI5 — 6ubnnoTteka otobparkeHnsa n pacyéTta 06bACHEHW, @ He OTAeNbHOEe onpeaesieHne BaXXHOCTU. Hnxxe ncnonb3yem Ty Ke naeto
nepemMeLlnBaHns N Ty Xe MeTPUKyY, 4TOo Bbille. Peannmsaumm ncnonb3yoT CBOU NOCAef0BaTEIbHOCTY NepeMeLllnBaHnin, No3TOMy 4Yucnia

MOTryT HEMHOIO pa3/in4aTbCA.

Kopg 14

import eli5

from eli5.sklearn import PermutationImportance

eli pi = PermutationImportance(model, scoring="balanced accuracy", n_iter=20,

random_state=SEED, cv="prefit")
eli pi.fit(X vall[columns], y val)

display(eli5.show weights(eli pi, feature names=columns, top=8))

Weight

0.1552 = 0.0572
0.0884 = 0.0481
0.0454 = 0.0501
0.0254 = 0.0297
0 + 0.0000

0 + 0.0000

0 = 0.0000
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worst perimeter
worst concave points
mean texture

worst texture

worst symmetry
worst concavity

worst smoothness
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Weight Feature
0 = 0.0000 worst compactness

... 22 more ...

SHAP: noyeMy TakOW NPOrHo3 AJia OA4HOro obnekra?

Tenepb 06bsICHAEM BbIXOA MOLENU AJIA KJacca 1, a He Ka4yeCTBO BCEro KaaccndurkaTopa:

fix) = ELAAX)] + 2 ¢(x).
J

MonoXUTeNbHbIN BKAL YBENMYMBAET BbIX0d MOAENN OTHOCUTENbHO 6a30BOro 3Ha4YeHUs, OTpULLATENbHbIA YMeHbLIaeT. B aToM npumepe
BbIXO[, — BEPOATHOCTb Knacca 1, noatomy Bkiag 0,10 o3HavaeT 10 NpOLEHTHbBIX MYHKTOB BbIXOZ4a MOLOESIN.

Onsa poHa 6epém 100 o6bekTOB M3 train. Micnosib3yeM interventional TreeSHAP. Criocob y4éTa 3aBucumocTen 1 BblI6op hoHa BANAIOT Ha
pacnpegeneHne BKNanos, 0cobeHHO Npu CBA3aHHbIX Npu3Hakax. M3 SHAP He cnefyeT NMpuMYnMHHAg MHTepnpeTaums.

Kopg 15

import shap
background = X train[columns].sample(n=min(100, len(X train)), random state=SEED)
explainer = shap.TreeExplainer(model, data=background,
feature perturbation="interventional", model output="probability")
explanation = explainer(X val[columns])
# sklearn DecisionTreeClassifier Bo3BpawaeTt 00bSICHEHWS ONs OBYX KACCOB.
class one = explanation[:, :, 1]
probabilities = model.predict proba(X val[columns])[:, 1]
residual = np.max(np.abs(class one.base values + class one.values.sum(axis=1) - probabilities))
print(f"lMpoBepka cyMmbl BKIapgoB: MakcuManbHas owunbka {residual:.2e}")
assert residual < le-5

example row = int(np.argmin(np.abs(probabilities - .5)))

active = np.flatnonzero(np.abs(class one.values[example row]) > le-8)

local explanation = shap.Explanation(values=class one.values[example row, active],
base values=float(class one.base values[example row]),
data=X val[columns].iloc[example row, active].to numpy(),
feature names=[columns[i] for i in active])
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shap.plots.waterfall(local explanation, max _display=8, show=False)
plt.title(f"06bbekT validation #{example row}: BbIxog Mogenu pnsa knacca 1")
save plot("06 shap waterfall")

print("Bba3osbii Bbixop:", round(float(class one.base values[example row]), 3))
print("Beixog gna obwvekTa:", round(float(probabilities[example row]), 3))

lpoBepka CyMMbl BKMafoB: MakcuManbHas owunbka 3.01le-08
Bba3oBbin Bbixod: 0.387
Bbixon pnis obbekTa: 0.667

ObbeKT validation #18: Bbixoo moaenun ona kjacca 1
fix) =0.667
]

0.023 = mean concave points

0.153 = worst concave points

+0.13

31.69 = worst texture +0.07
22.07 = mean texture . +0.03
29.91 = area error -0 ’

035 040 045 050 055 060 065 0.70
E[FX)] = 0.38
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3apaHue 5. O6bACHUTE OAMH 00beKT. Hanante cambii 601bLLION MONOXKNTENbHBIA U OTpULaTEeNbHbIN BKNag Ha waterfall. 3aTem
rMoMeHsNTe example row Ha OPYyrom obbekT n nosTopuTe rpaduk. NMoyemy nokasbHblie BKNagbl He 0683aHbl COBMaAaTh C r106anbHbIM
penTuHrom PI?

Pa36op pna npenopaBaTtena: Pl — nsmeHeHne kayectBa Ha Habope npu HapyweHun KonoHkU. SHAP pacnpenenseT oTKJIOHEeHne
BbIXOZa 0OHOro obbekTa oT cpefHero no oHy. No3ToMy 3HaK JIOKaJIbHOro BKAaAa U rnobanbHbi penTUHE He 06a3aHbl coBnagaTb. Y
hepeBa BEpOATHOCTb ONpeaesniieTca YacTOTOM Kacca B IMCTe N He obs3aTenbHO KannbposaHa. OanH 6onbLION BKAa4 He AOKa3blBaeT
MPUYNHHOCTb UM NEPEHOCMMOCTb BbIBOLA Ha APYroe HacesieHue.

6. KoHdpurn m MLflow

Py4yHOe n3meHeHne napameTpoB yoobHO AJ1s NepBOro akcnepuMeHTa. YTobbl NOBTOPUTL pe3ysibTaT, COXpPaHSAeM KOHhUr, paHHbie/
pa3bueHune, Bepcumn 6MbnnoTek, MeTpuku u aprtedakThbl.

MLflow XpaHUT 3anyCKn B OAHOM 3KCMepuMeHTe. B 3TON NpakTuUKe CepBep HE HY>XKeH: 3anncbiBaeM pe3ysibTaTbl JIOKabHO U YUTaAEM
Tabauyy 3anyckoB 13 HoyTbOyKa.

3apaHue 6. [1locne TpPEX roToBbIX 3aNyCcKoB A0OaBbTe YeTBEPTLIN KOHPUT. MeHSANTEe TONbKO OAUH MapaMeTp OTHOCUTENbHO MCXOLHOrO,
cpaBHUTe no validation n 06bACHUTE, 4TO MMEHHO N3MEeHUNO0Ch. Test Ha 3TOM Lware He NCNoJib3ynTe.

Kopg 16

import mlflow
import joblib
mlflow.set tracking uri(f"sqlite:///{(0OUT / 'mlflow.db').resolve()}")
experiment = mlflow.set experiment("ITMO Trees WDBC")
versions = {p: importlib.metadata.version(p) for p in
["scikit-learn", "numpy", "pandas", "shap", "eli5", "mlflow"]}
versions["python"] = platform.python version()
data sha256 = hashlib.sha256(data.to csv(index=False).encode()).hexdigest()
split record = {"train": train idx.tolist(), "validation": val idx.tolist(), "test": test idx.tolist()}

def run _config(config):
cols = two features if config["features"] == "two" else list(X.columns)
m = DecisionTreeClassifier(max_depth=config["max_depth"], min samples leaf=config["min samples leaf"],
ccp_alpha=config["ccp_alpha"], random state=config["model seed"])
m.fit(X train[cols], y train)
scores = {f"{part} {key}": value for part, xx, yy in
[("train", X train, y train), ("validation", X val, y val)]
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for key, value in metrics(m, xx[cols], yy).items()}
with mlflow.start run(run_name=config["run name"]) as run:
mlflow.log params({k: "None" if v is None else v for k, v in config.items()})
mlflow.set tags({"data sha256": data sha256, "split": "60/20/20 stratified", "class 1": "malignant"})
mlflow.log metrics({**scores, "n leaves": m.get n leaves(), "actual depth": m.get depth()})
mlflow.log dict(config, "config.json")
mlflow.log dict(split record, "split indices.json")
mlflow.log dict(versions, "versions.json")
mlflow.log dict({"columns": cols, "target": {"0": "benign", "1": "malignant"}}, "schema.json")
local model = OUT / f"{run.info.run_id}.joblib"
joblib.dump(m, local model)
mlflow.log artifact(str(local model), artifact path="model")
fig, ax = plt.subplots(figsize=(7, 3))
ax.bar(["train", "validation"], [scores["train balanced accuracy"l], scores["validation balanced accuracy"]l],
color=["#147d92", "#b94639"])
ax.set(ylim=(0, 1.05), ylabel="Balanced accuracy", title=config["run name"])
mlflow.log figure(fig, "quality.png")
plt.close(fig)
return run.info.run id

run_ids = []

for name, depth, leaf in [("stump", 1, 1), ("shallow", 3, 5), ("deep", None, 1)]:
config path = ROOT / "configs" / f"{name}.json"
cfg = json.loads(config path.read text()) if config path.exists() else {

“run_name": name, "features": "all", "max depth": depth, "min samples leaf": leaf,
"ccp _alpha": 0.0, "split seed": SEED, "model seed": SEED}
assert cfg["split seed"] == SEED, "[ns cpaBHeHWs COXpaHsieM OOHO pa3bueHue"

run_ids.append(run_config(cfg))

new_config = {"run_name": "my leafl0", "features": "all", "max depth": None,
"min_samples leaf": 10, "ccp alpha": 0.0, "split seed": SEED, "model seed": SEED}

run_ids.append(run_config(new config))
logged runs = mlflow.search runs(experiment ids=[experiment.experiment id])
logged runs = logged runs[logged runs.run_id.isin(run_ids)]
display(logged runs[["tags.mlflow.runName", "params.max depth", "params.min_samples leaf",

"metrics.train_balanced accuracy", "metrics.validation balanced accuracy",

"metrics.n leaves"]].sort values("metrics.validation balanced accuracy", ascending=False).round(3))

tags.miflow.runNa params.max_dep params.min_samples_ | metrics.train_balanced_accur metrics.validation_balanced_accu metrics.n_leav
me th eaf acy racy es

0 my_leafl0 None 10 0.962 0.939 8.0

3 stump 1 1 0.918 0.916 2.0
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tags.miflow.runNa params.max_dep params.min_samples | metrics.train_balanced_accur metrics.validation_balanced_accu metrics.n_leav

me th eaf acy racy es
2 shallow 3 5 0.965 0.914 7.0
1 deep None 1 1.000 0.904 17.0

B apXmBe TOT XKe& 3KCNeEPNMEHT MOXXHO 3anyCTnTb U3 TEPMWNHalA.

python train.py --config configs/shallow.json
python -m mlflow ui --backend-store-uri sqlite:///runs/mlflow.db --host 127.0.0.1 --port 5000

B Jupyter Ha cBOEM KoMMblOTEpe NHTepdeNCc OTKPbIBAaeTCA No agpecy http://127.0.0.1:5000. B Colab ncnonesynre Tabnunuy search runs
BblLLE: OHa MNO3BOJIAET BbIMOJHUTL BCE 3afaHune 6e3 HaCTPOMKN OOCTyMna K CeEpBepY.

Pa36op pna npenopgaBaTtensa: KoHdur dmnkcnpyeT napaMeTpbl, HO caM no cebe He uKcnpyeT AaHHble, pa3bueHne n sBepcun MO.
Jlornpyem Bcé BMecTe. CpaBHEHME BO3MOXXHO, KOrja MEHAETCA MMEHHO U3y4YaeMasa HacTporKa, a pasbueHne coxpaHsaeTca. Camas
BbICOKas train-mMeTpurKa He aBaseTcsa KputepmeM Bbibopa. Mocne HeCKoNbKnx 3anyckax no ogHown validation Bo3pacTaeT puck
MOACTPOUTBLCA Mo HEE; NMPU CePbE3IHOM NONCKe Hy>xHa CV 1 He3aBUCUMasa UTOroBas OLEHKa.

dPuHanbHaa Mmopgenb u test

Tenepb pukcupyem Bbibop A0 npocMmoTpa test: cpaBHMBaeM LWeCTb NCXOOHbIX KaHANOATOB U YeTbipe 3anycka MLflow no validation; npu
paBeHCTBe NpeanovYmMTaeM MeHbLUe NMCThbeB. [lepeBo nobeamBliero 3anycka MLflow 3aHoBO oby4aem Ha UCXOA4HOM train € TeM xe
KOHUroM. Huxe oueHBaeM TOJIbLKO 3TOro nobepurtens Ha test n ctpomm confusion matrix. MonyyeHHbIN pe3ynbTaT — UTOr 3TOW CEpUn
3KCNEepMMEHTOB, a He HOBbIN CUrHan gna nogbopa.

Kopg 17

final options = [{"name": c["name"], "model": c["model"], "cols": c["cols"],
"validation": c["validation"], "leaves": c["leaves"]} for c in candidates]
for , row in logged runs.iterrows():
cfg = mlflow.artifacts.load dict(f"runs:/{row.run_id}/config.json")
cols = two_features if cfg["features"] == "two" else list(X.columns)
m = DecisionTreeClassifier(max_depth=cfg["max depth"], min_samples leaf=cfg["min_samples leaf"],
ccp_alpha=cfg["ccp _alpha"], random state=cfg["model seed"])
m.fit(X train[cols], y train)
final options.append({"name": cfg["run name"], "model": m, "cols": cols,
"validation": float(row["metrics.validation balanced accuracy"]),
"leaves": m.get n leaves()})
final = sorted(final options, key=lambda c: (-c["validation"], c["leaves"]))[0]

ITMO - MNpakTuka No fepeBbAM peLleHun 23/ 26



print("®ukcupyem mopenb:", final["name"])

test scores = metrics(final["model"], X test[final["cols"1], y test)

display(pd.DataFrame([test scores], index=["test"]).round(3))

fig, ax = plt.subplots(figsize=(6, 4.7))

ConfusionMatrixDisplay.from predictions(y test, final["model"].predict(X test[final["cols"]]),

display labels=CLASS NAMES, cmap="Blues", colorbar=False, ax=ax)

ax.set title("Test: egmHcTBEeHHas QuHanbHas oueHka")

ax.set xlabel("Mpencka3saHHbii knacc")

ax.set ylabel("WcTuHHbin Knacc")

save plot("07 test confusion")

(OUT / "final result.json").write text(json.dumps({"name": final["name"], "metrics": test scores,
"validation": final["validation"]}, indent=2))

Onkcupyem mopenb: my leaflO
Out[17]: 203

balanced_accuracy accuracy recall_class_1

test 0.91 0.93 0.833
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Test: eanHCTBEHHaa MHaNbHaA oLEeHKa

NobpoKayecTBEHHbIN

NCTUHHBIN KNacc

3N0Ka4YeCTBEHHbIN -

1
[obpokayecTBeHHbI  3N0Ka4YeCTBEeHHbIN
MNpeackasaHHbIM Knacc

HYTOo AO0JI)KHO OCTaTbCA NOCJIe NPaKTUKHM

* C/I0OXKHOCTb AepeBa orpaHun4usatoT raybuHa, pasmep nucTta v nogpeska.

* lpeanbHbIn train MOXXeT coveTaTbCs C 3aMeTHbIMU OoWKNbKaMN Ha HOBbIX O6beKTax.

* MDI, Pl n SHAP oTBe4aloT Ha pa3Hble BOMPOCHI; B3aMMO3aMeHsAeMble NPU3HaKM 3aTPYAHSAIOT UHTeprpeTauuio.
* Ba)KHOCTb He AoKa3blBaeT MPUYNHHOCTb U He rapaHTUpPyeT OTCYTCTBUE CUrHaNa NPU HYJIEBOM 3HaYeHUN.
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* HacTponku BbibupatoT no validation; test ncnonb3yoT nocne pmukcaunm Boibopa.

* Bocnpon3BoaMMblil 3aMyCK COXpaHaeT napaMeTpbl, AaHHble/pa3bueHne, Bepcun, METPUKK N apTedaKThbl.

BbIXxoAHOM BONPOC: KOJIJIEra npeanaraeT ocTaBUTb AepeBo ¢ train accuracy = 1 1 yaannTb BCe Npu3Haku ¢ HynesbiM MDI. Kakne ase
NMPOBEPKW Bbl MOMPOCUTE NMPOBECTU?

Pa360p Ana npenogaBarteni: 1. npOBepVITb Ka4eCTBO Ha OTJIOXKEHHbIX OaHHbIX N CPaBHUTb C bonee MPOCTbIMUN OeEpPEBbAMU MPU
OOQHOM pa36|/|eH|/||/|. 2. npOBepI/ITb, novyemy rnMpmnsHakn MMerwT HyHEBOIZ MDI: mogenb morna Bbl6paTb CBA3aHHbIE aJibTE€PHATUBLbI. Ecnn
MeHAeEM Ha60p NMPMU3HaKoOB, nepeo6yqaeM n oueHnBaeM KOPPEKTHO, HE NCMNOJIb3YyA nTorosbin test ons HoBoro no,u,6opa.

NCTOYHUKM

* UCI WDBC: paHHble n onucaHue npusHakos, CC BY 4.0.
* scikit-learn: pepeBsbs.

* scikit-learn: permutation importance.

* scikit-learn: cBA3aHHble NpU3HaKW.

SHAP TreeExplainer.

ELI5 permutation importance.

MLflow Tracking.
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https://doi.org/10.24432/C5DW2B
https://scikit-learn.org/stable/modules/tree.html
https://scikit-learn.org/stable/modules/permutation_importance.html
https://scikit-learn.org/stable/auto_examples/inspection/plot_permutation_importance_multicollinear.html
https://shap.readthedocs.io/en/latest/generated/shap.TreeExplainer.html
https://eli5.readthedocs.io/en/latest/blackbox/permutation_importance.html
https://mlflow.org/docs/latest/ml/tracking/
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